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Abstract

In cognitive neuroscience and psychology, reaction times are an important behavioral mea-

sure. However, in instrumental learning and goal-directed decision making experiments,

findings often rely only on choice probabilities from a value-based model, instead of reaction

times. Recent advancements have shown that it is possible to connect value-based decision

models with reaction time models. However, typically these models do not provide an inte-

grated account of both value-based choices and reaction times, but simply link two types of

models. Here, we propose a novel integrative joint model of both choices and reaction times

by combining a computational account of Bayesian sequential decision making with a sam-

pling procedure. This allows us to describe how internal uncertainty in the planning process

shapes reaction time distributions. Specifically, we use a recent context-specific Bayesian

forward planning model which we extend by a Markov chain Monte Carlo (MCMC) sampler

to obtain both choices and reaction times. As we will show this makes the sampler an inte-

gral part of the decision making process and enables us to reproduce, using simulations,

well-known experimental findings in value based-decision making as well as classical inhibi-

tion and switching tasks. Specifically, we use the proposed model to explain both choice

behavior and reaction times in instrumental learning and automatized behavior, in the Erik-

sen flanker task and in task switching. These findings show that the proposed joint behav-

ioral model may describe common underlying processes in these different decision making

paradigms.

Author summary

Many influential results in psychology and cognitive neuroscience rest on reaction time

effects in behavioral experiments, for example in studies about human decision making.

For the particular case of decisions based on the value of options, however, findings often

rely on analyses of choices using specific computational models. Until recently, these

models did not allow for analysis of reaction times. In this article we introduce a new

model of how to explain both choices and reaction times in decision making experiments
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Citation: Schwöbel S, Marković D, Smolka MN,

Kiebel S (2024) Joint modeling of choices and

reaction times based on Bayesian contextual

behavioral control. PLoS Comput Biol 20(7):

e1012228. https://doi.org/10.1371/journal.

pcbi.1012228

Editor: Tianming Yang, Chinese Academy of

Sciences, CHINA

Received: November 8, 2023

Accepted: June 4, 2024

Published: July 5, 2024
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that involve evaluating expected outcomes over multiple steps. Importantly, the model

explains how the brain can make good decisions quickly, even in the face of many poten-

tial choices and in complex environments.

Introduction

Many key findings in psychology and cognitive neuroscience are based on the measurement

and analysis of both response accuracy and reaction times in behavioral experiments. For

example, changes in both mean reaction times and response accuracy during and after con-

flicting decisions are typically interpreted to demonstrate underlying decision making pro-

cesses. Such effects of classical experimental paradigms are remarkably stable and have also

been used to show how decision making and cognitive control are impaired in several mental

disorders [1–7].

However, these classical experiments typically do not consider the influence of state uncer-

tainty and reward structure on the decision making process. These influences are often investi-

gated using sequential decision-making tasks, as seen in the instrumental learning and value-

based decision making literature, e.g. [8–10]. Here it is commonly assumed that participants

plan ahead to make a good choice, i.e. evaluate expected outcomes over multiple steps. Such

decisions, under uncertainty, are typically modeled by using value-based decision models

using associated choice probabilities and model parameters. However, with these value-based

decision models, reaction time effects are rarely explicitly modeled and analyzed. A likely rea-

son is that the considered computational behavioral models are based on research in reinforce-

ment learning and Bayesian decision making, which is not primarily aimed at describing

reaction times associated with decisions.

However, when trying to better understand every-day-life decision making, both aspects

have to be studied in conjunction because humans are remarkably good at making fast deci-

sions that still take into account long-term consequences of actions. In traffic and social inter-

actions for example, humans must make split-second decisions with possibly far-reaching

consequences. When something unexpected happens, like a car door opening into the lane, a

driver has to decide whether to break or swerve, which could have severe consequences but

nonetheless the decision has to be made in under a second to avoid collisions. Or when a col-

league says something unexpected one has to find a suitable reply quickly while taking long-

reaching consequences for the relationship into account.

To fill this gap, there have been recent, successful combined applications of value-based

decision and reaction time models, specifically by coupling reinforcement learning with a reac-

tion time model [11–16], which are typically evidence accumulator models such as drift diffu-

sion models (DDM) [17, 18] or so-called race diffusion models [11]. The principled idea is to

connect choice values and probabilities to reaction times by linking parameters in both mod-

els. For example, the trial-wise expected reward (Q-values) in reinforcement learning models

has been used to vary the drift rate of a DDM [13]. This approach has been extended to multi-

choice tasks using race diffusion models, where instead of having one accumulator as in the

DDM, each available choice option is associated with a different accumulator [14, 16].

Although this type of coupled model is useful to analyze reaction times and choices jointly,

the coupling between the two models is unidirectional. Specifically, the reinforcement learning

model computes expected rewards in isolation and feeds its output forward to the DDM,

which adds noise to the decision by sampling, thereby returning RT and choice distributions

[12]. An alternative role for sampling processes in decision making has been proposed recently
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under the Bayesian brain hypothesis, specifically active inference. In this view, sampling, here

Monte Carlo sampling, takes an integral role in the computation of Bayesian approximate

inference in order to model cognitive processes as for example evidence accumulation [19–

22]. This view builds on the idea that Bayesian computations in the brain may be implemented

in neuronal spikes via sampling [20, 23–25]. Within this framework, population codes are typi-

cally interpreted as samples from a posterior, and spontaneous activity has been related to

samples from a Bayesian prior [26]. This general idea has also been applied to the decision-

making domain [27]. In comparison to standard reinforcement learning models, such as Q-

learning, a Bayesian approach makes it explicit how the brain forms beliefs based on internal

representations and deals with uncertainty in observations and planning. With such an

approach, one can view measured reaction time distributions as a direct expression of plan-

ning under uncertainty. This may enable the analysis of planning parameters which would not

be accessible with a forward-coupled model, e.g. RL and DDM. Specifically, it has been pro-

posed that reaction times are related to information processing and encoding costs [28], and

may relate to cognitive effort in active inference [28, 29].

Within this Bayesian active inference perspective, we propose an integrated choice and

sampling reaction time model, the Bayesian contextual control (BCC) model, where reaction

times are determined by the encoding of information and planning process itself. To model

classic psychological experiments, we will use a recently introduced Bayesian model of con-

text-dependent behavior as a basis [30]. The model quantitatively describes forward planning

and goal-directed decision making, as well as repetition-based choice biases, in a context-

dependent way. This will allow us to model switching between task sets (as in a task switching

task), as well as automatic behavioral biases (as in a flanker task). Into this BCC model, we inte-

grate an independent Markov chain Monte Carlo (MCMC) sampler to computationally

describe a potential mechanism how choices and reaction times emerge from the internal

planning process. Reaction times in this model depend on the number of possible options, the

uncertainty in the planning process, as well as conflicts between contexts or between goal-

directed actions and biases. As we will show below, this new approach allows us to account for

four key components of behavioral effects: (i) the typical log-normal shapes of reaction time

distributions, (ii) uncertainty at multiple levels affecting reaction times, (iii) biases for cued

response repetitions, and (iv) context-specific effects.

First, to illustrate the properties of the new model, we will use two toy examples. We show

how the sampling works internally, that the model can replicate the classical log-normal reac-

tion time distributions, and that the strength of prior beliefs decrease reaction times and error

rates.

Furthermore, to demonstrate the versatility of the model, we will show simulated behavior

of two widely used behavioral experiments: the Eriksen flanker task, and a task switching task,

which are often used to study cognitive processes and impaired cognitive control [1, 2]. In the

flanker task, conflicting information in incongruent trials leads to longer reaction times due to

a goal-bias conflict which induces uncertainty on action selection. In addition, due to the sam-

pling process, responses with shorter reaction times exhibit higher error rates, as is typically

found in the literature. In the task switching task, training reduces reaction times and error

rates, due to decreasing uncertainty about the task structure. Switching between task sets,

which are interpreted as contexts in the model, increases reaction times and error rates due to

a conflict between contexts, which introduces uncertainty into the planning process. In both

simulated tasks, we can replicate well-known effects commonly reported in the literature. We

close by discussing the implications of the underlying mechanism and its relation to alternative

models.
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Methods

In this section, we briefly describe the computational model of behavior used for simulations,

and the novel reaction time component which was used to generate agent’s reaction times.

Bayesian contextual control model

Here, we will outline the Bayesian contextual control (BCC) model and key aspects that influ-

ence reaction times and the underlying mechanisms. The full mathematical details of the BCC

model are provided in S1 Appendix and a Python implementation is publicly available on

github (https://github.com/SSchwoebel/BalancingControl).

The approach is based on the ideas of planning as inference [31, 32], active inference [33–

37], and our previous work [30], where the dynamics of the environment, as well as the out-

come contingencies are represented in a Bayesian generative model. This model is used to

evaluate a posterior over actions, or action sequences, from which actions are chosen. In line

with the active inference literature, we will hereafter call a deterministic action sequence a pol-

icy π [37, 38].

As in our previous work [30], we aim at modeling an agent that can switch adaptively

between different environmental contexts, e.g. task conditions. This model structure has the

advantage that an agent can switch between context-specific policies guided by a context-spe-

cific task representation and a learned prior over policies, thereby emulating the participants’

switching between task conditions. The key idea of this paper is to use sampling as a biologi-

cally plausible mechanism to evaluate the posterior over these context-specific policies to

obtain reaction times to create an integrated models of choices and reaction times.

In the model, see Fig 1 for a graphical representation, the dynamics of the environment are

clustered into behavioral episodes, where an episode in our model corresponds to the length of

the task at hand. In most experiments, this would translate into a single trial, and in sequential

decision tasks, to the length of the sequence. Within an episode, the state transitions and out-

come contingencies are determined by the current context, e.g. the current task condition. The

context-specific representation of the task at hand in the form of a Markov decision process

(MDP) is updated and learned after each episode that is experienced in a context. The context

itself is treated as a hidden variable, that is inferred based on cues or experienced

contingencies.

This can be sketched in a Bayesian equation as

pðpjc;R; aÞ / pðpjc; aÞ p ðRjp; cÞ ð1Þ

which describes the posterior probability p(π|c, R, α) of whether an agent should choose policy

π, given desired rewards R in the current context c, see Fig 1. This posterior is a categorical dis-

tribution and according to Bayes’ rule it is proportional to the likelihood of obtaining rewards

under a policy in the current context p(R|π, c) times a context-specific prior over policies p(π|c,
α).

Importantly, the likelihood of rewards p(R|π, c) is calculated based on the current model

(i.e., an MDP), which contains outcome contingencies and therewith encodes a goal-directed

value of a policy. Congruent with the active inference framework [34, 35], we use variational

inference to calculate beliefs over future states and rewards to obtain the predicted free energy

of a policy

ln p ðRjp; cÞ / � FðpjcÞ ð2Þ

p ðRjp; cÞ ¼ softmax � FðpjcÞð Þ ð3Þ
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see also [39] and S1 Appendix. The predicted free energy (negative evidence lower bound or

ELBO) is the Kullback-Leibler divergence between approximate beliefs about future states and

rewards and the generative model of states and rewards, which contains preferred outcomes in

the form of a prior over rewards. The predicted free energy therefore encodes the divergence

between predicted and preferred outcomes for each policy. As is common in the active infer-

ence literature, we use this quantity as an approximation of the sum of expected rewards under

a specific policy.

The prior over policies p(π|c, α) on the other hand, is based on counts α, which are updated

and learned based on Bayesian learning rules. This update mechanism yields higher a priori

probabilities for policies which have been previously chosen in this context. We interpret this

prior updating as repetition-based automatism learning, because this term implements a priori

biases to repeat policies, independent of any reward expectations [30]. Due to the prior being

over policies, i.e. full action sequences, this implements context-dependent automatism biases

for certain action sequences, where behavior can be a continuum from fully goal-directed (no

bias) to fully automatic (extreme prior for one specific sequence). On the intermediate points

on this continuum, the prior acts as a heuristic that guides behavior in well-known contexts.

The posterior natively balances the automatic and goal-directed behavioral contributions

using Bayes’ theorem.

Fig 1. Graphical sketch of the generative model. Circles depict variables in the generative model, while arrows show

conditional dependencies, and the green color indicates context-dependent parts or parameters of the model. The

inner black box shows the goal-directed component of the model in the form of an MDP, where states (e.g. st) evolve

over time according to state transition rules (right pointing arrows). Depending on the states, rewards (rt) may be

generated in each time step according to outcome contingencies (down arrows) and the current state, where both may

be context dependent. Values of state transition rules and contingencies are treated as hidden variables φ (black circle

on the right) in the model as well, and are updated based on experience, which enables learning. This MDP is of fixed

length and constitutes an episode. State transitions and rewards also depend on the behavioral policy π (circle left of

the box). This MDP is used to calculate the likelihood p(R|π, c) of receiving rewards under a policy. The left most circle

in the green box (α) represents the hyper parameters of the prior over policies p(π|c, α), which encodes automatic a

priori biases for the policies. The initial parameters αinit (grayed out box left of the green box) are free parameters that

can represent initial behavioral biases when a context is encountered for the first time. For a detailed description of the

free parameters and their relation to behavior and experiments, see Section Free parameters and simulation setups.

Prior and likelihood are used to calculate the posterior over policies p(π|R, c), see Eq 1. The outer green box indicates

all components within the box are context dependent. The context c, green circle at the top, is a hidden variable that

determines the parameter values that are used for the prior and likelihood. The context needs to be inferred using

available information.

https://doi.org/10.1371/journal.pcbi.1012228.g001
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Response conflicts can emerge when the context is not directly observable, and there is

uncertainty over the current context that cannot be fully resolved. Hence, the agent may not

know with certainty which rules of the environment currently apply. To enable context infer-

ence, we introduced context observations oc, i.e. cues, into the model, and the agent maintains

cue-generation probabilities for specific contexts p(oc|c). Beliefs over contexts can also be

inferred through the experience in an episode, e.g. the experienced outcome contingencies.

Additionally, the beliefs over the context depend on the beliefs over the previous context c0,
which are propagated through context transition probabilities p(c|c0). Using Bayesian inver-

sion, the agent can infer a posterior over contexts p(c|oc).
The resulting posterior over policies

pðpjR; ocÞ ¼
X

c

p ðpjc;RÞ p ðcjocÞ ð4Þ

/ p ðpjocÞ p ðRjp; ocÞ ð5Þ

is a mix of the context-specific posteriors over policies, weighted by the posterior probabilities

of each context. The posterior over policies p(π|R) gives the probability that an agent should

choose a specific policy π, given it wants to receive rewards R. This posterior is proportional to

the prior over policies p(π) times the likelihood of receiving rewards p(R|π). The behavioral

policy that is actually executed is selected from this posterior and the concrete procedure

which implements the planning process is described below. In a conflict situation, the two con-

flicting policies would be similarly weighted in the posterior, which leads to an increased error

rate, as they would be similarly likely to be selected.

Given this basis, we will now describe the sampling process, which will give rise to reaction

times.

Planning and reaction times

The key idea is that our model agent not only learns and recalls context-specific priors over

policies as a behavioral heuristic for a given context, but also uses these to guide the planning

process itself. This allows for fast action selection in familiar, well-learned situations, or when

there is a tight deadline for selecting the action. The goal-directed likelihood of receiving

rewards p(R|π), is costly to evaluate fully, as it requires forward propagation of beliefs over

(latent) states, and therefore an exhausting planning process is computationally slow. Instead,

we propose that the prior is used to iteratively sample policies for which the likelihood is then

evaluated, to implement a priority-based planning procedure. This is inspired by recent work

relating neuronal activity to sampling from a prior and posterior [20, 26]. During planning,

the posterior p(π|R) is iteratively approximated by a sampling-based distribution q(π). Sam-

pling and planning conclude once the agent is sufficiently certain to have sampled enough pol-

icies (under a given time pressure limit) for a satisfactory estimate of the posterior q(π)� p(π|

R). This certainty-based sampling duration is, from the view of an agent, a time-saving process

for two reasons: (i) well-learned context-specific priors over policies can be very precise, so

that the agent would only sample tightly around few or even a single policy; and (ii) under

time pressure, promising policies will be sampled first, which allows for fast but accurate

planning.

Mathematically, this process can be described using Markov chain Monte Carlo (MCMC)

methods. We use here a modified independent Metropolis-Hastings algorithm which yields a

Bayesian independence sampler. With this method, convergence of the chain to the true poste-

rior is guaranteed when sampling from a prior and using the likelihood for the acceptance
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probability. Importantly, this allows us to harness the strength of the prior over policies during

the sampling, allowing it to guide the sampling and therewith the planning process, see

Discussion.

Each sampling step can be described with the following equations:

p∗ � pðpÞ ð6Þ

r ¼ min
pðRjp∗Þ
pðRjpn� 1Þ

; 1

� �

ð7Þ

pn ¼
p∗ with prob: r

pn� 1 with prob: 1 � r

(

ð8Þ

Zp;n ¼ Zp;n� 1 þ dp;pn ð9Þ

qðpjZnÞ ¼
Z

dWnq pjWnð Þq WnjZnð Þ ¼
Zp;nP
p0
Zp0 ;n

ð10Þ

¼
Zp;n

Np þ n ð11Þ

A sample policy π* is drawn from the prior over policies p(π) (Eq 6), after which the likelihood

p(R|π*) of the sample π* is evaluated, and the sample is accepted or rejected into the chain

based on the ratio ρ of the likelihoods of the current and the previous sample (Eqs 7 and 8).

When the chain has converged, the samples in the chain constitute i.i.d. drawn samples from

the posterior over policies. This allows an agent to estimate the posterior over policies through

the samples in the chain.

Since the posterior being estimated through sampling is a categorical distribution, we can

infer the parameters ϑn of the approximated distribution q(π|ϑn) from the entries of the chain,

using a Dirichlet prior q(ϑn|ηn). In each sampling step, the pseudo count of the Dirichlet prior

ηn is increased for the policy accepted into the chain (Eq 9). This allows for an online updating

of the approximated posterior q(π|ηn) based on the current pseudo counts (Eq 11). In the next

section, we describe how the sampling process translates into reaction times.

Certainty-based stopping criterion. To model reaction times, we propose that the sam-

pling concludes once a sufficient level of certainty about the distribution is reached, which has

been used before as a stopping criterion to describe value-based choices [40]. To achieve this

we use the Dirichlet distribution q(ϑ|η), whose entropy encodes how certain one can be of hav-

ing found the true parameters, i.e. q(π|η)� p(π|R), where a lower entropy corresponds to

more certainty. Hence we use a threshold value Hthr = Hinit + (Hinit − 1) � s of the Dirichlet

entropy H[p(θ|η)] as a stopping criterion for the sampling, where the free parameter s 2 (0,

1) relates the threshold value to the initial entropy Hinit. The parameter s determines how

much lower than the initial entropy the current entropy has to become before sampling con-

cludes, and additionally implements a constant value, in case the initial entropy is 0. This way,

the parameter s will allow us to up- and down-regulate sampling duration and thereby reaction

times (see Section Value-based decision making in a grid world for an illustration of its influ-

ence on reaction times). We use the initial entropy, since the entropy may become negative for

continuous distributions, such as the Dirichlet distribution, to define a relative threshold

value. Note that s may have different absolute values for different numbers of policies.
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Once the entropy has fallen below this threshold, the last sample in the chain determines

which policy is executed. The number of samples the chain Nsamples required before finishing is

taken as an analogue of the reaction time. Additionally, the shapes of the input distributions

influence mean reaction times. Intuitively, under this algorithm sampling concludes earlier

and reaction times are faster, the more pronounced prior, likelihood, or the corresponding

posterior over policies are. Vice versa, for wide distributions representing uncertainty, e.g.

when the goal is unknown or uncertain, sampling continues longer and reaction times become

slower. Specifically, reaction times will be slower, when prior and likelihood are in conflict

because the sampling process must sample longer to resolve this conflict.

Generation of reaction times from sampling steps. To describe measured reaction time

data, we assume that the true reaction time in milliseconds is linearly related to the number of

samples by

RT ¼ tnd þ tsampleNsamples ð12Þ

multiplying the number of samples Nsamples with a sampling time tsample, and adding a non-

decision time, as usually done with DDMs, tnd which is due to perceptual processes and load-

ing of information [41]. In the simulations of the flanker and task switching tasks below, we

set tsample = 0.2ms and tnd = 100ms, to map the number of samples to reaction times below

1000ms.
Comparison to the DDM. The BCC and its sampling process is graphically illustrated in

Fig 2A. Note that the sampling process makes this planning process noisy, as the order of sam-

pled policies may vary, which adds noise to the reaction times leading to the classical reaction

time distributions, which we show below (see Section Value-based decision making in a grid

world). Importantly, this means that the noise in this model is a direct effect of the reward pre-

diction and action selection processes, and an integral part of the planning process.

In summary, we propose here a computational model for a mechanism of how reaction

times emerge from the planning process itself. The resulting reaction time is influenced by the

integral noise of the sampling process, stemming from the uncertainty of actions and out-

comes, and the similarity of prior and likelihood. This is a fundamentally different approach to

the standard combined RL+DDM approach, as shown in Fig 2B, where internal planning

parameters like Q-values are being calculated in isolation in the value-based part of the model,

and are then passed on to the DDM. The noise is then added in the DDM as Gaussian noise,

which is independent from the planning process in the RL model. While past work has shown

equivalence of Bayesian model updating and the DDM in perceptual decision making [42, 43]

based on the DDM implementing a sequential probability ratio test [44], the same does not

hold for the RT sampling method we introduce in this section. This is because it does not use

sequential posterior updates, but constitutes a Bayesian learning process using hyper-parame-

ters, see below. For details, we refer the interested reader to the Supplementary material (S2

Appendix).

However, even if some aspects are not modeled explicitly, the decades of literature on the

DDM clearly show that it provides a good description of reaction time generation. Addition-

ally, the DDM is a general sampling model that can describe many decision making modes. In

this paper, our main goal is to present a novel and promising computational model of potential

mechanism for reaction time generation based on planning and context uncertainty, rather

than to propose a general alternative to the DDM.
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Free parameters and simulation setups

The resulting model has four free parameters which we will vary in Results section to recreate

experimentally established reaction time effects in behavioral paradigms (see also S1 Appen-

dix). To simulate the different tasks, we adjust the four free parameters, which either reflect the

task setup or trait variables: (i) automatization tendency: hyper-parameters of the prior over

policies which determine how strong the prior is preset or learned. This would translate to a

trait. (ii) The context transition probability: how strongly an agent holds on to the current con-

text. This can be applied to inter-trial effects. (iii) The context cue uncertainty: how well a con-

text cue is perceived. This can describe cue presentation time effects. (iv) Speed-accuracy

trade-off: the parameter s in the sampling stopping criterion, which decides how long and

accurate sampling should be. In this section we will describe the four free parameters and how

they relate to experimental setups.

Note that the machinery the agent uses for inference and planning is the same in all the

tasks shown in the Results section, as depicted in Fig 1. This means that the process of

Fig 2. Choice and RT generation in the BCC and the RL+DDM models. (A) The BCC model uses experienced states

and rewards as inputs, which update the underlying MDP, as well as parameters and priors through learning. To

generate a choice, a policy is sampled from the prior over policies P = p(π) and expected rewards under this policy are

evaluated through the likelihood L = p(R|π). This process is iterated until a stopping criterion is reached, and the agent

is sufficiently certain that the sampling approximates the true posterior q(π)� p(π|R). The action according to the

most recently sampled policy is then chosen and executed. Variability in RTs and choices is a direct consequence of the

policy sampling for the calculation of the predicted rewards, and therewith an intrinsic property of the planning

process in the BCC model. (B) A typical RL+DDM value-based decision making and RT model uses states and rewards

as inputs to an instance of an RL model. These are used to update the underlying model through learning, and

calculate reward-based action values (Q-values), which are used to select actions. The action values are fed into an

instance of a DDM, or more generally, an evidence accumulator model. The action values are used to set DDM

parameters, such as the drift rate. In each sampling step, Gaussian white noise is added to introduce variability to the

sampled choices and RTs. Finally, when the sampling reaches a threshold, a choice is selected and executed.

https://doi.org/10.1371/journal.pcbi.1012228.g002
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perceiving a context cue, inferring the context, loading the specific action–outcome contingen-

cies and prior, planning ahead and then sampling an action are common to all setups and all

simulations below.

Automatization tendency. For learning the prior over policies, the values in the prior

are treated as latent random variables (hyper-priors) that follow a Dirichlet distribution. The

Dirichlet distribution is parameterized using concentration parameters or pseudo counts α
of how often a policy was chosen in a specific context, enabling repetition-based learning.

While the counting rule is given by the Bayesian updates, the initial values from which

counting starts are free parameters which can be chosen at the beginning of a simulation, see

also Fig 1. We defined an automatization tendency a ¼ 1

ainit
, where a = 1.0 means the counting

starts at 1, giving each new choice a strong influence on the prior over policies. Hence we

term an agent with high automatization tendency an “automatism+value learner”. Lower val-

ues of a, e.g. a = 0.001, mean the counting starts at high values, e.g. α = 1000, which has the

effect that each new choice has little influence on the prior over policies. We call such an

agent a “value-only learner”, as in this setting the prior learning is almost negligible as the

pseudo counts are dominated by initial values. We show the effects of automatism+value and

value-only learning on reaction times and accuracy in a sequential decision task (see Section

Value-based decision making in a grid world). Additionally, the pseudo counts can be sub-

jected to a forgetting factor, which takes a similar role to a learning rate (see S1 Appendix)

and has them slowly decrease over the course of an experiment, so that later choices still have

a measurable effect on the prior over policies. In a stable environment (in most of the simula-

tions shown here), the forgetting factor can be zero, but it is required in dynamically chang-

ing environments.

Lastly, not all initial pseudo counts need to be set to the same values. In order to model a

priori context–response associations, the initial values can be set so that the prior over policies

initially has a bias for specific actions or policies in a specific context. We use such a priori con-

text–response associations to model interference effects in the Flanker task (see Section

Flanker task).

Context transition probability. The free parameter of the context transition probability

encodes an agent’s assumption of how likely a context change is expected to occur after the

end of a behavioral episode, which makes it easier or harder for an agent to switch to a new

context, see also Fig 1. For example in a task switching experiment, two task sets would corre-

spond to two contexts, and the context transition probability encodes how often an agent

thinks the current task set will change. For example, with a low value, an agent expects to stay

within the same context, and even a cue to the contrary may not be enough for the agent to

infer that the context changed. Traces of the previous context may then still be present even

after a context change. If set high, an agent expects a context change to happen after every epi-

sode which makes inference of an actual context change more likely, but may also lead to an

agent falsely inferring a context change. We will use this effect to model inter-trial effects in a

task switching experiment (see Section Task switching).

Context cue uncertainty. The context cue uncertainty encodes how certain an agent is

about having perceived a specific context cue, see also Fig 1. For example in a task switching

experiment, the current task set is cued, and the uncertainty determines how well an agent per-

ceived the cue. A high uncertainty means an agent may not always rely on the cue and may

more rely on the previous context to make decisions, while a low uncertainty means an agent

perceived the cue well and can reliably infer being in the cued context. We use this context cue

uncertainty to model known cue presentation time effects on reaction times in a task switching

experiment (see Section Task switching).
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Speed-accuracy trade-off. The factor s in the stopping criterion of the reaction time algo-

rithm implements a speed-accuracy trade-off, and determines when the sampled estimate of

the posterior is “good enough”. Larger values lead to longer sampling, making the estimation

of the posterior over policies, and the resulting choice of behavior, more accurate while taking

longer. Low values of s mean that sampling is stopped rather quickly. Importantly, another

effect of this speed-accuracy trade-off in the proposed sampling algorithm is that for lower s
the choice is more likely to adhere to the prior, and less to the not yet accurately estimated like-

lihood. This means that fast choices will tend to rely on policies with a high prior, which may

be interpreted as automatic behavior. We will show these effects in more detail in Section Sam-

pling trajectories in the reaction time algorithm.

Results

We will first show properties of the BCC model using simulations. To keep these simulations

deliberately simple we let agents learn paths to goals in a so-called grid world environment, as

used before in theoretical neuroscience, e.g. [39, 45, 46]. Using this environment, we show choice

behavior and reaction time effects during learning in the grid world sequential decision task. We

go on to show exemplary sampling trajectories and RT distributions to illustrate the properties

of the sampling mechanism, including the speed-accuracy trade-off during decision making.

Secondly, we show that the BCC model can also qualitatively explain reaction time changes

in standard experimental cognitive control tasks. To do this we adapt the three parameters of

the model that reflect differences in experimental setups: The automatization tendency, the

context transition probability, and the context cue uncertainty (see Section Free parameters

and simulation setups). We use two different tasks: (i) the Eriksen flanker task which is typi-

cally interpreted to measure the inhibition aspect of cognitive control, and (ii) Task Switching,

which is usually interpreted to measure the cost of switching.

Value-based decision making in a grid world

In this section, we present properties of the BCC model, and show that we can replicate pre-

dicted experimental effects, as well as make novel predictions about how prior learning biases

action selection and affects reaction times. The key point will be to show that the sampling pro-

cess is an integral part of the value-based decision making progress, i.e. observed reaction

times provide a window into the inner workings of the planning agent. The agent evaluates

behavior based on policies (action sequences) which allows us to not only illustrate behavior

and reaction times in single trial experiments, but also learning of sequential behavior in a

multi-trial sequential decision experiment. To present the model in a didactic fashion, we use

a simple value-based decision making grid-world experiment [39, 45, 46].

For our simulations, the grid of the experiment consists of four rows by five columns yield-

ing 20 grid cells (Fig 3A). Simulated agents start in the lower middle cell in position 3 (brown

square) and have a simple task: to navigate to either one of the two goal positions at cells 15

(blue square) and 11 (green square) while learning their grid-world environment. Although

the task would not be difficult for a human participant, this task gives us plenty of opportunity

to illustrate how the model agent operates as a value-based decision maker and thereby gener-

ates choices and reaction times. In each cell, the agent has three options: move left, up and

right. The tasks consists of 200 so-called miniblocks, where one miniblock consists of four tri-

als. In each miniblock, the agent will start in cell 3 and is given the task to move to the indi-

cated goal (either 1 or 2) within the four trials. During the first 100 miniblocks, goal 1 is active,

and goal 2 is active in miniblocks 101—200. These two phases constitute two distinct contexts

as they have different action–outcome contingencies. The agent is not informed about what
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cells give reward but has to find out by trial and error, inferring the contingencies of the cur-

rent context.

Reaction times and learning. As a first step, we show that simulated reaction times and

choices generated by BCC agents behave as one would expect: In the beginning of the grid-

world experiment, as well after a context change, RTs are high and accuracy (reaching the goal

state) is low. They subsequently decrease and increase, respectively, as an agent familiarizes

itself with the environment. Additionally, we show that, as expected, an agent with a higher

automatization tendency has decreased reaction times and increased accuracy during the tran-

sition from goal-directed to more automatized behavior.

We divided 100 agents into 50 value-only learner agents (a = 0.001) (see Section Free

parameters and simulation setups, and S1 Appendix) and 50 automatism+value learning

agents (a = 1.0). The value-only learners adjust their prior over policies so slowly that the it

plays effectively no role for action selection. Fig 3B shows reaction times of the first action in a

miniblock, for automatism+value and value-only learners, averaged over agents. In line with

typical analyses of multi-step decision experiments, we use only the reaction time of the first

action for visualization. Note that in the simulations, the MCMC sampling is done in each trial

in every miniblock, yielding an action and reaction time for each trial. As expected, both agent

Fig 3. Reaction times and behavior in a sequential instrumental learning task. A: The grid world is an environment

with 20 states. In each miniblock of four trials, the agent starts in the brown square (cell 3) and has to navigate to either

goal 1 (blue square, cell 15) or goal 2 (green square, cell 11). The agent can use either of three actions in each step in the

miniblock: left, up, and right. The experiment consist of 200 miniblocks. In the first 100 miniblocks, goal 1 is active,

and in the second 100 miniblocks, goal 2 is active. B: Reaction times (as number of samples) of the first action in each

miniblock over the course of the simulated experiment. The solid blue line shows the mean reaction time of 50

automatism+value learning agents (a = 1.0). The dashed brown line shows the mean reaction time of 50 value-only

learning agents (a = 0.001). The shaded areas indicate a confidence interval of 95%. C: Accuracy in the same

experiment, colors as in B. The accuracy was calculated as the percentage of miniblocks in which agents successfully

navigated to the currently active goal (goal 1 in trials 1–100, goal 2 in trials 101–200), i.e. executed one of six possible

policies that lead to the respective goal state.

https://doi.org/10.1371/journal.pcbi.1012228.g003
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types have slow reaction times in the beginning of learning how to reach the goal. This is

because the agent does not know where the goal is yet, which means that all policies have equal

value and hence sampling takes longer. The reaction times decrease strongly within the first 25

miniblocks, as agents become more certain about the goal location. Automatism+value learn-

ers additionally learn a pronounced prior over policies, thereby confining their action selection

strongly, and displaying faster reaction times than the value-only learners. The reaction times

of both agent types converge after around 50 trials to stable values, where value-only learners

have generally larger and more variable reaction times.

Similarly, the mean accuracy (Fig 3C) is initially low while agents learn about the environ-

ment, and increases strongly in the first 25 trials, until it stabilizes. The automatism+value

learner agents achieve higher accuracy, as the stronger prior leads to a higher choice probabil-

ity of the correct policy.

After trial 100, the true context in the environment switches so that the contingencies of the

environment change and only goal 2 is rewarded. Agents must infer a new context and learn

new goal-directed action sequences, as well as a new prior. The underlying mechanism is as

follows: As soon as the previous context does not explain incoming observations anymore, an

agent infers that the previously inferred context is no longer active. The agent will infer that

outcome contingencies are unknown and uniform, which leads to the posterior over policies

being flat. This will prompt agents to effectively randomly choose actions until they find the

new rewarded goal state and start learning the outcome contingencies for the new context.

More details on how new contexts are learned can also be found in our previous work [30].

In terms of behavior, switching and learning of a new context is expressed in a large

increase in reaction times and a drop in accuracy for both agent types, see Fig 3B and 3C. As in

the first context, both agent types learn the new goal location within the first 25 trials, the

mean reaction times decrease again to a stable value and accuracy also increases to a stable

level. Here, the automatism+value learner again achieves lower reaction times and higher

accuracy.

This shows that learning a strong prior over policies helps to achieve faster and more accu-

rate behavior, as long as an agent is in a stable context. Only in the five trials after the switch

(trials 101–105), it is disadvantageous to have learned a strong prior. The automatism+value

learner has a decreased accuracy (0.096) in comparison to the value-only learner (0.164), see

inlay in Fig 3C. This is because the agent assigns a non-zero posterior over the previous context

after the switch, which leads to the old prior over policies interfering with choices in the

automatism+value learner.

Speed-accuracy trade-off and prior-based choices

In what follows we illustrate the internal sampling dynamics during the reaction time and

choice generation in the grid world. We also show the influence of the speed-accuracy trade-

off s and different constellations of prior and likelihood on choices and reaction times, see Sec-

tion Planning and reaction times.

Sampling trajectories in the reaction time algorithm. Here we illustrate the sampling

process of actions or policies in the proposed model. Fig 4 shows exemplary sampling trajecto-

ries. We show trajectories for 2 actions (top row) to illustrate how sampling works in more

classical task settings, and for 81 policies from the grid world (bottom row, 81 = 34 being the

number of possible combinations of 3 actions that can be used in 4 time steps), using a smaller

and larger speed-accuracy trade-off each. There are three interesting effects: First, the speed-

accuracy trade-off s determines the time the estimated posterior has been close to the true

value, before it commits to an action, see Section Free parameters and simulation setups. In
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the exemplary trajectories with a small trade-off s (Fig 4A and 4C), the reaction time algorithm

commits rather quickly to a choice. In the trajectories with larger speed-accuracy trade-off s
(Fig 4B and 4D), the sampling continues long enough for the estimated value to converge

rather closely to the value of the true posterior before the sampling concludes.

Second, one can see that the value of the estimated posterior fluctuates around the true pos-

terior value (as for example in Fig 4A and 4B). This is because the sampling does not stop

when the true posterior is crossed, but when the sampled value has been becoming closer for a

number of sampling steps that are dependent on s. Due to the sampling being i.i.d draws of the

true posterior, the estimated posterior converges towards the true posterior during the sam-

pling process. During the sampling process, the estimated values may exhibit either oscillatory

behavior, or an over- or undershooting followed by a convergence to the inferred value,

respectively, see Fig 4C for an example with initial overshooting.

Third, for early sampling steps, the policy with the largest value in the prior may be sampled

first, see Fig 4A and 4B. To illustrate this, we gave action 2 higher prior probabilities. That is

why action 2 (orange line) is valued highly in the initial ten samples, despite having a lower

posterior value than action 1 (blue line). For small speed-accuracy trade-offs s, this can lead to

the model selecting a policy that has a large prior but a low posterior value. This is a setting

that would reflect tight deadline regimes, e.g., when a response is required immediately, and

Fig 4. Reaction time sampling trajectories. A Exemplary sampling trajectories for a decision with two actions, with speed-accuracy trade-off s = 1.5. The dashed grey

line shows the true posterior of action 1. The colored solid lines show values of the sampled posterior that emerge during the sampling in the reaction time algorithm.

The blue line indicates the estimated value of action 1, and the orange line the sampled value of action 2. B Same as in (A) but with a larger speed-accuracy trade-off of

s = 2.0 that results in more prolonged sampling duration. C Sampling trajectories for 81 policies (as is the case in the value-based decision task, see section Value-based

decision making in a grid world), with a speed-accuracy trade-off of s = 0.5. Analogous to (A), the dashed line is the true posterior of policy 1, the blue and orange line

are the sampled posteriors for policies 1 and 2, respectively, and the additional green line in the bottom row shows the estimated value of the other policies 3–81. D

Same as in (C) but with a larger factor of s = 0.6. To illustrate the effect of priors, we set the prior of the second action (in A and B) or policy 2 (in C and D) to a greater

value (0.6 for two actions, and 0.1 for 81 policies) than the prior of the first action or policy in all 4 panels (0.4 for two actions, and 0.9/81 for 81 policies). The

likelihood and the resulting posterior always favor the first action and policy.

https://doi.org/10.1371/journal.pcbi.1012228.g004
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thus automatic actions become more likely to be chosen. This is not always the case however,

due to the inherent noise in the sampling. For example, despite being less likely, action/policy

1 may be chosen in the first sample due to the stochasticity of the sampling. This can be seen

in the bottom row, where the sampling recognized policy 2 as better from the start, which

leads to the estimated value of policy 2 simply being larger than the other policies in the bot-

tom row.

In the effects shown here, one can see a key difference to an RRL+DDM approach. In the

DDM, a choice is selected when the decision boundary is first crossed, whereas in the BCC

model, a choice is made only when the estimated value has been sufficiently close for long

enough. Importantly, the fluctuations in the trajectory of the proposed model are not simply

added noise as in the DDM, but are an inherent part of the process of evaluating the value of

each action. Each sample that moves the estimated value p(π|ϑ) up or down, corresponds to an

evaluation of this policy in terms of prior bias and expected reward in the likelihood. In other

words, the noise-like dynamics of the sampled trajectory, and consequently the resulting reac-

tion times, are an essential part of the underlying action selection process.

Reaction time distributions and related choices. In this section, we show that the BCC is

able to emulate classical log-normal reaction time distributions. We illustrate how the resulting

distributions depend on the speed-accuracy trade-off s and the configurations of prior and

likelihood. We furthermore show that shorter reaction times and smaller trade-offs s lead to

more automatic choices from the posterior.

Fig 5 shows reaction time distributions for different trade-offs s = {0.1, 0.3, 0.5} given differ-

ent combinations of prior and likelihood, as well as how similar samples are to prior and poste-

rior, respectively. Overall, mean reaction times (in number of samples) are shorter and

distributions are narrower for lower values of s. The distributions are either very narrow, or

clearly right-skewed, the latter of which is typical for reaction time distributions. Indeed, all

distributions pass a log-normal test with p< 0.01. Log-normality was tested using the python

scipy normaltest function on the log of the RTs. Mean RT and distribution variance further-

more depend on the configuration of the prior and likelihood that were given.

Goal-directed and automatic behavior. The first row (Fig 5A and 5B) shows reaction

time distributions for a prior and likelihood configuration where only the prior is pronounced

while the likelihood is flat and uniform. This is a setting where automatic behavior from the

prior will dominate choices. Vice versa, the second row (Fig 5C and 5D) shows reaction time

distributions for a configuration where only the likelihood is pronounced, while the prior is

uniform. This is a setting where automatic biases play no role, and behavior will be dominated

by goal-directed values. This configuration also equates to what a value-only learner naturally

learns in the grid world above. Note, that for both, the resulting posterior, from which an

agent samples actions, is the same, but the resulting reaction times for the likelihood-only case

have much larger variance, but a similar mean. This shows that the proposed BCC model

makes different predictions in terms of reaction time distributions, even if the choice probabil-

ities are the same, showing the added value of taking reaction times into account.

The third row (Fig 5E and 5F) shows a configuration, where prior and likelihood are in

agreement. This is a configuration that naturally occurs for the automatism+value learner in

the grid world. The resulting reaction time distributions (Fig 5E) have the lowest mean and

variance in the settings presented here. This is because the resulting posterior has very little

uncertainty, and the samples from the prior agree with the values in the likelihood, so that the

stopping criterion will be reached quickly.

Conflicts. A well-known phenomenon in reaction time experiments is that reaction times

are longer in conflict trials, when one source of information is incongruent with another. For

example, a conflict arises when the goal switches at trial 101, see Fig 3B, when the agent has
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Fig 5. Reaction time distributions under different conditions. Reaction time distributions (left) for different input

configurations of prior and likelihood (right), for different values of the speed-accuracy trade-off. A: Histogram of

reaction times as number of samples in a prior-only, i.e. fully automatic setting, for s = {0.1, 0.3, 0.5} in beige, pink, and

purple, respectively. The prior and likelihood that were used for the sampling are shown in B. The distributions have

generally larger means and variance with increasing s. B: Probability values of the prior (dashed line) and the

likelihood (solid line). The first six policies have increased prior values (taken from a grid world agent) while the

likelihood is uniform. The posterior and resulting choices will be fully prior-based and therewith automatic. C

Histogram of reaction times for a likelihood-only, i.e. fully goal-directed setting, input distributions are shown in D.

Here, the distributions have a larger variance compared to A. D: Probability values of prior and likelihood. The

likelihood is pronounced only for the six goal-leading policies in the grid world. The values of prior and likelihood

were taken from the value-only learner in the grid world. E: Histogram of reaction time distributions for a setting, in

which prior and likelihood are in agreement, as for example in the automatism+value learner in the grid world. Input

shown in F. The resulting distributions have lower mean and variance than in the other settings. F: Probability values

for prior and likelihood. Values were taken from the automatism+value learner in the grid world. G: Histogram of

reaction times for a setting where prior and likelihood are in conflict (input values shown in H). This setting leads to

increased mean and variance, as well as to skewed distributions. H: Prior and likelihood where the likelihood still

favors the first 6 policies, while the prior biases towards other 6 policies. This results in a conflict, where goal-directed

information and automatic biases are contradicting.

https://doi.org/10.1371/journal.pcbi.1012228.g005
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learned a prior which is no longer useful for the changed goal location. The fourth row (Fig 5G

and 5H) illustrates such a conflict setting, where likelihood and prior point towards different

policies. The resulting distributions have more variance and a higher mean compared to all

other cases. This is because the posterior has more uncertainty, and the sampling will often

draw policies from the prior, which have a low goal-directed value in the likelihood, leading to

rejected samples. Conversely, it will take a large amount of sampling steps until a policy with a

higher likelihood is sampled.

Fig 6 illustrates that the actions chosen by the agent in the conflict case are, for smaller

speed-accuracy trade-offs s, more likely to be automatic, compared to larger s. The sampled

policies up to the point of the choice in the chain have much more similarity to the prior for

smaller s, i.e. a lower Kullback-Leibler divergence (DKL) between samples in the chain and the

prior. For larger s, the samples in the chain resemble more the actual posterior. This shows

that for tighter deadlines, or shorter reaction times, the chosen actions will be more automatic

and less goal-directed.

Flanker task

In this section, we show an application of the BCC model to a task that is well known to induce

and measure conflicts: The Eriksen flanker task, which is a widely used behavioral task to mea-

sure inhibition under response conflicts [2]. Typically, in this task participants learn a stimu-

lus-response mapping where one or two stimuli correspond to pressing one key, e.g. right,

while one or two different stimuli correspond to pressing another key, e.g. left. The stimulus

determining which answer is correct is typically shown in the middle of the screen. Conflict is

introduced by showing distractor stimuli (flankers) surrounding the relevant stimulus in the

middle. The distractors are chosen to be one of the stimuli that also indicate correct and incor-

rect responses. This induces congruent trials where the distractors indicate the same key as the

relevant stimulus, and incongruent trials where the distractors indicate the other key.

It is typically found that RTs are increased while accuracy is decreased in incongruent trials,

compared to congruent trials. The classical explanation of this effect is that, early in visual per-

ception, all stimuli are processed in parallel, while perception focuses on the relevant stimulus

Fig 6. Similarity of samples with prior and posterior during conflict. The Kullback-Leibler divergence (DKL)

between the samples in the chain and the true posterior (solid line), or the prior (dashed line), as a function of the

speed-accuracy trade-off s, in the conflict setting from Fig 5H. The DKL between the samples in the chain and the

prior decreases with s, whereas the DKL between the samples and the posterior increases with s. Hence, for lower

values of s, the samples in the chain correspond more closely to the prior, which means that for shorter reaction times

(e.g. the beige bars in Fig 5H) the chosen policy and corresponding action will be determined by the prior, and

therewith automatic. For larger values of s, conversely, the samples in the chain resemble the true posterior more, so

that for longer reaction times (e.g. the purple bars in Fig 5H), the sampling has converged and choices will be made in

accordance to the posterior, taking goal-directed information into account.

https://doi.org/10.1371/journal.pcbi.1012228.g006
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in a later phase [4]. Here, we want to show that this effect can be understood in terms of the

BCC model, where we do not model the perceptual process explicitly, but interpret flankers in

terms of context cues and task stimuli in terms of goal-directed information. Specifically, we

interpret the flanker distractor stimuli as context cues which indicate a “correct response” con-

text, because the flankers and targets use the same stimuli, so that the flankers trigger an auto-

matic response towards one key. To realize this in the model, we map policies to single actions,

so that in each trial, an agent evaluates two policies each containing only one action. We imple-

ment an automatism bias through the automatization tendency in the prior over actions (see

Section Free parameters and simulation setups, and S1 Appendix) to encode cue–response

associations, and therewith implement direct flanker–response associations. In congruent tri-

als, the prior and likelihood will be in agreement (see Fig 5E and 5F), which facilitates fast and

accurate action selection. In incongruent trials, the prior is in conflict with the actual goal-

directed stimulus encoded in the likelihood, which increases RTs and error rates, see Fig 5G

and 5H. Importantly, to implement trial-wise learning, this inference setup is continuously

updated throughout the experiment through a small forgetting factor (which is the Bayesian

equivalent of a learning rate, see Free parameters and simulation setups and S1 Appendix).

This leads to updating and re-learning of the flanker–response associations during the course

of the experiment. In our simulations, we used a flanker task version with four compound sti-

muli. In the following, we replicate two well-established effects in flanker experiments.

Conditional accuracy function. One typical finding in flanker tasks is the conditional

accuracy function (Fig 7A) [5]. In congruent trials, responses have a high accuracy indepen-

dent of RT. However, in incongruent trials, responses with short RTs are most likely incorrect

with the accuracy dropping below chance. There is even a linear relationship between RT and

accuracy between 300 and 500ms, see the dashed line in Fig 7A. Fig 7B shows the averaged

accuracy function of 50 simulated agents which shows a similar dip below chance level for low

RTs in incongruent trials. While there are quantitative differences between experimental and

simulated accuracy function, we can capture the key qualitative differences between congruent

and incongruent trials. In the model, these effects are emulated because, for lower RTs, choices

are more often made in accordance with the prior, while for long RTs, choices are mostly

made in accordance with the posterior (see also Fig 6).

Fig 7. Conditional accuracy function. A: Typical conditional accuracy function in the flanker task, see [47]. The solid

and dashed lines show the proportion of correct responses for congruent and incongruent trials, respectively, as a

function of reaction time. The gray dashed line indicates chance level. B: Simulated conditional accuracy function, the

line styles are as in A. The lines indicate the mean proportion of correct responses of 50 agents. The shaded area shows

the confidence interval of 95%. Due to the congruent trial responses almost always being correct, the confidence

interval is small and vanishes behind the solid line. The proportions were calculated by binning reaction times.

https://doi.org/10.1371/journal.pcbi.1012228.g007
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Gratton effect. Another typical finding in the flanker task is the so-called Gratton effect

(Fig 8A) [4]. Here, mean reaction times decrease in the second consecutive trial of the same

type (congruent vs incongruent). Usually, the Gratton effect is interpreted as being due to dif-

ferent degrees of recruitment of cognitive control depending on the previous trial type [2]. In

the BCC, we explain the Gratton effect as a sequential effect, which is due to strengthened or

weakened associations between the distractor (context) and the response. A congruent trial

strengthens this association, making prior and likelihood more or less similar in a following

congruent or incongruent trial, respectively. This in turn decreases or increases reaction times

respectively. In Fig 8B, we show that we can replicate the Gratton effect using this hypothesis.

In order to demonstrate that the setup of the prior, the experience-dependent updating of

the prior, and importantly, its interplay with the context are the key machinery which allows

us to simulate typical flanker effects with the BCC model, we show in the Supplementary mate-

rial (S3 Appendix) that leaving out any of these three components will drastically change the

conditional accuracy function and nullify the Gratton effect.

Task switching

Besides the conflict effects shown above, contexts can interfere with each other in other ways,

for example by experiencing a succession of different contexts, where it is required to switch

and load different context properties. This is the domain of so-called task switching tasks,

which measure task set shifting and switching. In a typical task switching task [6, 7], partici-

pants are presented with two different response rules. For example participants must indicate

whether a number is even or odd, and whether a letter is a vowel or a consonant. For a trial,

the current task set is cued, and a stimulus is presented with features of both task sets, such as a

letter and a number. The participant has to respond to the stimulus under the current task set.

Due to the stimulus consisting of both features, trials can be congruent or incongruent: In con-

gruent trials, both features require the same response, and in incongruent trials the two fea-

tures require different responses. In this task, participants experience two sources of

uncertainty: (i) The task (context) cue may be perceived or processed in a noisy manner,

Fig 8. Gratton effect. A: Typical Gratton effect findings in the flanker task, see [48]. The x-axis shows the previous

trial type, either congruent (CON) or incongruent (INC). The solid line shows reaction times in congruent trials, and

the dashed line in incongruent trials. Note that reaction times differ between congruent and incongruent trials, and

depending on the previous trial type. B: Simulated Gratton effect. The axes and colors are as in A. The shaded areas

show a confidence interval of 95%. Note that we use here Eq 12 to convert number of samples to milliseconds, so that

RT is in ms as in A.

https://doi.org/10.1371/journal.pcbi.1012228.g008
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which is also influenced by the cue presentation time, i.e. how long the task cue is visible before

a response is warranted, and (ii) uncertainty about the upcoming task, and how often the task

changes.

In the BCC model, task switching corresponds to switching between two different contexts

with different outcome rules. The agent learns the outcome rules for each context in the likeli-

hood at the beginning of the experiment and later in the experiment loads the task-specific

learned rules in response to the task set (context) cue. The agent is set up such that context

cues are observed with low but non-zero uncertainty emulating a limited cue presentation

time and perceptual uncertainties. The agent’s expectation of context transition probability is

set to be relatively low as well, to a regime in which context inference is stable but the recogni-

tion of a context switch is still possible (see also Section Free parameters and simulation set-

ups). The resulting low but existing uncertainty about the current context results in traces of

the previous context still being present in a switch trial. These traces fade with each consecutive

trial in the same context. The previous context may therefore introduce conflicts which

increase reaction times, as is typically observed in this task. Note that here, we use a value-only

learner (a = 0.001) to focus less on learning a prior, just as a human participant would probably

do when there is no discernible repetition of one choice over another.

In this section, we replicate three common findings from the task switching literature [6, 7,

49, 50]: (1) decreased reaction times in repetition trials of the same task set, (2) decreased reac-

tion times with longer cue–target intervals, and (3) decreased reaction times with longer

response–stimulus intervals.

Repetition trials. In the first trial after a task switch, reaction times typically increase.

This finding is typically interpreted as being caused by underlying costs associated with switch-

ing the task set. In particular, the previous task set may interfere with the response to the new

task set. Additionally, as in the Flanker task, participants are typically slower in incongruent

trials than in congruent trials. Lastly, reaction times typically decrease as more trials in the task

have been trained. These results are shown in Fig 9A. Fig 9B shows simulated average reaction

times of 50 agents over the course of a 70 trial task switching experiment. As in the experimen-

tal findings on the left, shorter periods of training lead to larger reaction times. While simu-

lated reaction times are noisier and do not quite have the same absolute values, incongruent

trials lead to increased reaction times, especially in switch trials both, in the experiment and

the model. In addition, reaction times decrease as a function of repeated trials.

In the agent, these effects are due to the previous task, i.e. context, lingering because of the

remaining uncertainty about contexts. The longer a task was active, the lower the remaining

uncertainty, and the less the outcome contingencies of the previous task influence the decision.

This effect is stronger in conflict trials, as the contingencies of the other task may contradict

the contingencies of the current task. This induces uncertainty in the action selection and

therewith increases reaction times.

The converse has been found experimentally for response accuracy: Accuracy drops in

switch trials, and is lower in incongruent trials (Fig 9C). In Fig 9D, we show the simulated

average accuracy. The accuracy difference between congruent and incongruent trials is not

quite as large in the simulated data compared to the experimental data, but is clearly present

for the 20 and 40 trials trained case (green and blue lines) and is mostly present for the 10 trials

trained case (red line).

To demonstrate that context inference and context–dependent learning are essential for

modeling a task switching task, we show in S4 Appendix that removing the context feature

leads to vastly different reaction time and accuracy effects compared to those shown here,

which do not resemble the typical task effects anymore.
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Cue–target interval. Another well known effect in task switching is the influence of the

cue–target interval (CTI) on reaction times [50]. The cue–target interval is the time between

the presentation of the current task cue and the onset of the stimulus (target) after which a

response has to be made. Longer CTIs allow participants to better process the cue and load the

task set before the onset of the stimulus. Fig 10A shows how reaction times increase with

shorter CTI, compared to a single task experiment [50].

To model the CTI, we map shorter CTIs to higher uncertainty when perceiving the context

cue that indicates the current task (see Section Free parameters and simulation setups, and S1

Appendix). Fig 10B shows average reaction times in switch trials, repeat trials, and trials in a

single task experiment as a function of context cue uncertainty. Using this setup, we were able

to qualitatively replicate the typical shape of CTI effects. The higher uncertainty during percep-

tion and processing of the task cue leads to increased reaction times because the previous

task’s contingencies have higher influence on action selection.

Fig 9. RTs and accuracy as a function of repeating trial after switch. A: Reaction time in a typical task switching

experiment as a function of trial number after the switch, data from [49]. Purple lines indicate little previous training

(*10 trials), green lines indicate medium training (*20 trials), and blue lines long training (*40 trials). Dashed lines

are incongruent trials, and solid lines congruent trials. The shaded areas correspond to a 95% confidence interval. B:

Simulated average reaction times from 50 agents. Colors as an A. C: Response accuracy as a function of trial number

after switch from the same experiment as A. Colors as in A. D: Simulated average response accuracy from the same

simulated experiment as in C. Colors as in A.

https://doi.org/10.1371/journal.pcbi.1012228.g009
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Response–stimulus interval. A similar effect has been observed when varying the

response–stimulus interval (RSI) [7], which is the time between a response and the next trial.

Longer RSIs allow participants to better prepare for a possible switch and as a result reaction

times decrease. Fig 11A shows experimentally established reaction times in switch and repeat

trials as a function of the RSI [7].

We model RSI differences as different levels of an agent’s assumption about context change

probability in between trials (see Section Free parameters and simulation setups, and S1

Appendix). The higher the change probability, the easier it is for an agent to infer that the con-

text and task changed, and to load the new task set and respond accordingly. Fig 11B shows

average reaction times as a function of context change probability. Although there are quanti-

tative differences, a similar pattern of decreasing reaction times as in the RSI emerges.

Discussion

We have proposed a novel joint behavioral model, the Bayesian contextual control (BCC)

model, that describes both choices and reaction times as measured in behavioral experiments.

Planning corresponds to estimating posterior beliefs over policies (sequences of actions) using

Fig 11. Response–stimulus interval. A: reaction times as a function of RSI for switch trials (dashed-dotted line) and

repeat trials (solid line), data from [51], see also [7]. B: Mean simulated reaction times from 50 agents, as a function of

change probability, colors as in A. The shaded areas indicate the 95% confidence interval.

https://doi.org/10.1371/journal.pcbi.1012228.g011

Fig 10. Cue–target interval. A: Typical reaction time effects as a function of CTI, see [50]: Reaction times for different

CTIs are shown for a single task experiment (dotted line), in repeat trials in a task switching experiment (solid line),

and in switch trials (dashed-dotted line). B: Mean simulated reaction times from 50 agents, as a function of cue

uncertainty, colors as in A. The shaded ares indicate the 95% confidence interval. Note that for the green line, the

confidence interval is narrow and is obscured by the line itself.

https://doi.org/10.1371/journal.pcbi.1012228.g010
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a posterior sampling scheme, Bayesian independent Markov chain Monte Carlo (MCMC).

Posterior beliefs over policies are proportional to policy likelihood (a function of rewards) and

an adaptive policy prior that tracks past actions [30]. MCMC sampling of the posterior beliefs

terminates in accordance with the precision of posterior beliefs, and the resulting reaction

time is computed from the number of samples. We first presented results in a grid world toy

experiment in which we showed basic expected characteristics of this model and illustrated

three key properties of the resulting reaction times: (1) Decreases in reaction times while learn-

ing a sequential value-based decision task; (2) shorter reaction times when automatic behavior

is learned and when speed-accuracy trade-off is low; (3) classic log-normal shapes of reaction

times, and how they relate to internal features of the decision process. We also showed that the

BCC can qualitatively replicate findings in two cognitive control experiments: For a flanker

task, we emulated the reaction time dependent conditional accuracy function, as well as the

sequential Gratton effect. For a typical task switching task, we replicated repetition effects,

cue–target interval (CTI) effects, and inter-trial (response–stimulus interval, RSI) effects.

In the BCC model the environmental context determines the current set of state transition

and outcome rules. The rules are specific to the current task set, and are used to compute

expected rewards in the policy likelihood, which encodes goal-directed information. We

found context to be crucial for modeling the dynamical structure of task switching (see also

Task switching). As the context itself is a discrete latent variable, the agent forms beliefs over

possible contexts and assigns precision to those beliefs. Imprecise beliefs over contexts are crit-

ical for observing behavioral effects in the task switching paradigms, as both the effects of the

cue–target interval as well as the response–stimulus interval depend on context inference

uncertainty.

Another important aspect of the BCC model is the learning of context-specific implicit

biases, in the form of priors over policies. These contextual policy priors are independent of

goal-representations and follow the statistics of past choices. Contextual policy priors lead to

automatic behavior which makes choices both faster and more reliable (see Value-based deci-

sion making in a grid world). Additionally, associating flankers with implicit context-response

biases (where cue sets a context) results in recognizable response patterns typically observed in

the flanker task, see Flanker task. Implementing automatic behavior as a context-dependent

prior over actions or policies allows for repetition-based learning of context–response associa-

tions [52].

Combining these aspects of the BCC model with a sampling-based planning and action-

selection, we were able to generate reaction times and and represent reaction-time distribu-

tions. During sampling, the prior provides a quickly available heuristic for estimating which

parts of the decision tree should be evaluated first, and which can be ignored; effectively

implementing priority-based sampling. This way, the prior not only encodes context–

response associations but also helps to confine the space of what behavior to evaluate in a

goal-directed manner. If the prior probability of a specific policy is close to zero, as would in

a real-world setting be the case for many policies, these are effectively a priori excluded and

will most likely never be sampled nor evaluated. The prior therewith helps to save computa-

tional resources and time when sampling the likelihood of actions. This mechanism sheds

light on how learning speeds up decision making and saves resources by biasing the planning

process itself.

Another advantage of this mechanism is that, during sampling, at every step a decision

can be made, simply by executing the currently sampled policy as a heuristic. This would

allow for fast but accurate action selection even in settings with unexpectedly short deadlines,

such as typical situations in navigating traffic or social interactions. Policies sampled early in
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the process would typically be an adequately good choice to execute, due to the prior-based

sampling.

Implications and predictions

Both the Eriksen flanker task and task switching are typically used to measure top-down cogni-

tive control, albeit different aspects of it. It is widely accepted that the flanker task measures

response inhibition, while task switching measures set shifting [1, 2, 53, 54]. These two control

processes are typically thought of as being different. In addition, in the literature, both tasks

are mostly seen as different from value-based decision making, which can be argued to be an

umbrella term for both active inference and reinforcement learning models based on Markov

decision processes. Specifically, in this work we were able to show that the components of the

BCC with value-based decision making, automatisms and contexts are sufficient to qualita-

tively replicate behavior in these tasks. We view this as evidence that common core decision

making mechanisms underlie these, often separately treated, decision-making domains.

If this is the case, the proposed modeling approach leads to an interesting view on top-

down cognitive control. In the model, bottom-up inference of the current context plays an

important role as well. Here, an inferred context determines not only which task rules cur-

rently hold but also which policies should be preferred in the current situation. Consequently,

we model contexts at a higher level in the hierarchy, relative to actions. This enables the agent

to probabilistically infer the high-level state context from its sensory inputs. In this sense, cog-

nitive control, from a modeling perspective, is not only about control but also about inference

[31, 32]. In the case of a high posterior on a specific context, ‘cognitive inference’ determines

with high precision what rules the agent should currently follow, and which a priori informa-

tion to use [55]. This behavior would be interpreted by an outside observer as highly con-

trolled. In the case of a low posterior, with some weight on other contexts, behavior may look

not too well-controlled, simply because the person cannot infer the current context well. In

other words, precisely inferred contexts may look to an observer like ‘top-down control’ but

may be understood as the agent’s recognition of the current situation as a function of context

inference and having learned how to behave in it, given previous exposures to the same or sim-

ilar situations [56].

Besides these theoretical implications, there are some interesting predictions about how

traits that are quantified in this model would influence information processing in the brain

and consequently, learning and decision making, which could be tested experimentally. With

the BCC, one cannot only model classical experiments as shown here, but also in principle

model choices, reaction times and learning trajectories in multi-step [8, 10] and multi-choice

experiments [57]. Using the differences in resulting reaction time distributions for different

settings of prior and likelihood (Fig 5), as well as the increased mean reaction times due to

internal conflict, the BCC could be used for inferring trait-like quantities from behavioral and

reaction time data: How quickly and strongly a participant learns a prior, how well reward

probabilities and action–outcome contingencies have been learned at any point in time, and

how difficult or easy it is for a participant to switch to a new context. These trait-like quantities

may be linked to maladaptive behaviors and disorders, which can be tested in future

experiments.

Relation to other joint behavioral models

The classical modeling approach for reaction times is the influential drift diffusion model

(DDM) [17, 41, 58, 59] which is in cognitive science one of the most established textbook mod-

els [18, Chapter 3]. It has been successfully applied across many experimental domains, most
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notably to perceptual decision making. DDMs fall under the umbrella of evidence accumula-

tion models which describe the process of action selection and resulting reaction times as a

biased random walk with a drift and white noise [41, 59] and have recently been extended for

multi-choice tasks [14, 16]. As described above (see Fig 2), this model type has been recently

combined with reinforcement learning to provide joint value-based and reaction time models,

where typically internal quantities of value-based model are linked to variables in the DDM

(for example Q-values and drift rate) [11–14, 16], see also Fig 2. Learned values or value differ-

ences drive the random walk until a boundary is reached and the respective choice is executed.

However, the two models in this case map to two unrelated mechanisms which are linked

in a feed-forward way, rather than being integrated through sampling as in the BCC. Addition-

ally, the DDM does not provide a computational account of a mechanism underlying the

white noise component, which is simply added in each step. As it stands, this noise component

in DDMs is a useful modeling device to explain reaction time distributions but its noise is typi-

cally not linked to an underlying generative planning mechanism within the model.

Consequently, a key difference of the DDM+RL-based approach to our proposed model is

that we use sampling to not only provide a way to generate reaction times from the choice val-

ues of the value-based model, but to describe a potential mechanism how the inherent noise of

the sampling during planning contributes to the actual decision process, of which reaction

times are a measurable by-product.

Nonetheless, the DDM’s underlying process can be equated to an approximation of the

sequential probability ratio test [44] and past work has shown equivalence to Bayesian updat-

ing of posterior beliefs in perceptual decision making [42, 43]. In these studies, the authors

used sequential Bayesian updating where the previous posterior becomes the new prior. This

established a formal link to the sequential probability ratio test and showed how internal quan-

tities of the DDM link to quantities in a specific Bayesian generative model. The same equiva-

lence can however not be established for the sampling process in the BCC, which does not

include sequential updating. Rather, the sampling process implements Bayesian learning of

hyper-parameters which constitutes a fundamentally different process that leads to a different

type of update equation, see also Supplementary material S2 Appendix.

An important point is that sampling in the proposed model continues until the agent is suffi-

ciently certain that the sampling has yielded enough information on what outcomes to expect

for behavioral policies, see Section Sampling trajectories in the reaction time algorithm. The

level of certainty is regulated by the speed-accuracy trade-off parameter s. This approach auto-

matically integrates the uncertainty about outcomes into action selection, and is related to opti-

mal stopping problems [60]. A certainty-based stopping criterion has been used previously to

describe saccade decisions in a Bayesian perceptual decision making model [40]. Here, the

authors extended the Bayesian approach described in [42] by introducing actions to allow an

agent to decide from where to sample perceptual evidence for a sequential probability ratio test.

This type of stopping criterion is qualitatively different from the sampling in typical evi-

dence accumulation models, where sampling continues until a boundary is reached [17, 41,

58, 59]. In combined DDM+RL models, confidence and speed-accuracy trade off are imple-

mented via time-varying decision boundaries [12, 61–63], which are in fact needed to ensure

choice optimality for the combined model [12, 62, 63].

Additionally, the Bayesian nature of the BCC model leads to reaction times being a reflec-

tion of how similar or dissimilar the prior and the likelihood are in a specific context, and lon-

ger reaction times mean that a decision maker took longer to find a compromise between

these two influences. Other simulation studies which used Bayesian or active inference models

have also related reaction times to the dissimilarity of distributions [28, 29]. Contrary to the

BCC model, these studies related reaction times to the dissimilarity of prior and posterior.

PLOS COMPUTATIONAL BIOLOGY Bayesian joint modeling of choices and reaction times

PLOS Computational Biology | https://doi.org/10.1371/journal.pcbi.1012228 July 5, 2024 25 / 33

https://doi.org/10.1371/journal.pcbi.1012228


This approach is closely related to our approach, as the likelihood ultimately determines the

posterior, given a prior. Note that in both studies [28, 29] the authors did not propose a con-

crete mechanism how reaction time distributions are generated from prior and posterior, but

focused on the principle of this relation. Hence, the BCC could be regarded as an extension

and practical example of this approach, using an MCMC sampling mechanism.

MCMC was chosen as a sampling algorithm because it is a well-established general method

to sample from probability distributions. Additionally, it has been argued recently that proba-

bilistic computations may be implemented by neurons in the brain via types of MCMC sam-

pling [20, 64, 65]. In line with this view, we interpret the relatively large number of samples

required to reach a decision in terms of neuronal sampling.

There are other MCMC or sampling methods for approximating distributions or evaluating

decision trees, besides the Bayesian Metropolis-Hastings MCMC method used here. We chose

this specific MCMC variant for its simplicity and stability and to harness the prior over poli-

cies. However, it is possible that other MCMC variants would yield comparable results. Mod-

ern machine learning offers many more advanced MCMC methods like Hamiltonian Monte

Carlo which have found wide-spread applications [66]. This method is however more involved

and requires gradients and a metric over the support. We did not choose this method for the

present paper to not add more complexity by having to define a metric in policy space, and to

keep each sampling step simple.

In terms of sampling methods to traverse a decision tree, Monte Carlo Tree search for

example has gained popularity in recent years [67, 68], and has also been applied in active

inference modeling [22]. The principle is that an action is sampled at each node when travers-

ing the decision tree, while keeping a tally of how often specific actions were sampled and how

good the outcomes were. In this work, we chose the Bayesian Metropolis Hastings method, as

it allowed us to sample full action sequences or branches of the tree instead of single actions.

Since the prior over policies plays a key role in the BCC, action-based sampling would not

allow implementing the same kind of automatized action sequences in the sampling. Addition-

ally, Bayesian Metropolis Hastings is guaranteed to converge to the true posterior when sam-

pling from the prior and using the likelihood for the acceptance probability. However, we do

not intend to make a strong statement whether the brain uses one specific type of sampling

over another. Rather, we aimed at presenting a proof of concept that this type of behavioral

model can model well-known experimental phenomena of different psychological tasks, using

only a single model.

Neurobiological evidence

The principles presented in this paper align with recent evidence in the literature. There is a

growing body of literature on the Bayesian brain hypothesis in general, and active inference in

particular, which investigates the neuronal underpinnings and provides evidence for this type

of Bayesian inference models. Active inference has been successfully applied to both fMRI data

(e.g. [69, 70]) and decision making experiments (e.g. [71, 72] where it was used to explain a

wide range of findings. Additionally, it can be shown that message passing in the model can be

mapped to neuronal message passing, providing biological plausibility [73, 74]. However we

believe this topic is better reviewed elsewhere [75, 76].

The idea that (Bayesian) computations are implemented in the brain based on specific

types of sampling has garnered interest in the literature: It has been shown that Bayesian com-

putations can be implemented in spiking neural networks [77–79]. Furthermore, interpreting

neuronal spikes as Bayesian computations via sampling explains previously unexplained fea-

tures of population codes in the cortex [20, 23–25]. Specifically, it is usually posited that
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population codes represent samples from a posterior. Additionally, there is evidence that spon-

taneous neural activity can be understood as samples from a Bayesian prior [26]. This idea of

sampling-based inference in the brain has recently been extended to goal-directed decision

making [27].

Modeling of perceptual processes

In this article, we focused on describing reaction time variability as caused by planning and

sampling in the decision and action selection. However, it is also possible that additional RT

variability may be generated by sampling in other domains, such as in a planning process

implemented via sampling [22, 67, 68], and perceptual processes [24, 25].

Besides the RT variability from the planning and decision process, there may be other types

of processes in the brain that are not captured yet in the BCC, which would explain further RT

variability. Models of perceptual processes are not yet fully included in the BCC, which might

further improve modeling results in the Stroop or flanker task. For example in the flanker task,

previous modeling approaches have focused on perceptual uncertainty to explain reaction

time effects, e.g. [47]. This work assumed that flanker effects are due to spatially dispersed

visual attention in the beginning of a trial, which is reduced over trial time while a participant

keeps looking at the stimulus. In this model by White et al., incorrect choices are made

through the larger influence of the perception of the flankers early in a trial, which is an

assumption that can replicate the Gratton effect and the conditional accuracy function.

There are however other known effects in the flanker task which cannot be described

through such a perceptual model, as for example the proportion congruency effect. Here, the

base rate of congruent and incongruent trials changes the shape of the Gratton effect, i.e. RT

in- and decreases between conditions and trials change based on the frequency in which a par-

ticipant saw each trial type. This effect is hard to model without any learning mechanism and

would therefore not be possible to model in a perception-only model. In the BCC, the agent

updates both outcome rules as well as the a-priori biases through a learning mechanism which

trivially maps to proportion congruency effects. However, it is possible that explicitly modeling

perceptual effects in the flanker task may further improve the match to observed reaction time

distributions and effects.

Another very successful and widely used experiment in psychology and cognitive neurosci-

ence is the random dot-motion task which measures perceptual decision making. This is also

the domain in which the DDM has been applied very successfully. Here, the DDM describes

the underlying noisy evidence accumulation process well. Therefore, especially for modelling

the random dot motion task, the BCC would profit from adding a perceptual component.

Future directions

This could be done by adding a suitable observation likelihood function that allows the inter-

pretation of stimuli for tasks with a strong perceptual component, for example the random dot

motion task. Internally this would be translated into expected rewards in the likelihood in the

model, which could then be used for sampling, decision making and reaction time generation.

Furthermore, it would be an interesting avenue for future work to implement more sophisti-

cated observation likelihoods into the BCC and investigate which further tasks could be

described with the same core mechanisms introduced in this work. Another potential example

is the Stroop task, which relies on slower and faster processing for color naming and word

reading, respectively.

Importantly, to gather further evidence beyond the replication of results in simulations, it

will be of key importance to combine the BCC with appropriate inference methods so that one
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can quantitatively fit data of different experiments and use formal model comparison. As a first

step, our main goal in this work was to introduce a novel modeling approach based on first prin-

ciples and show that one can reproduce and explain effects that have previously been viewed to

be independent in the literature, with the same model. In future work we will derive inference

methods to fit the model to data of different tasks, and compare the BCC to the respective state-

of the art modeling approaches for each task. Due to the amount of different modeling

approaches that exist for the different type of tasks, e.g. different RL+DDM models and percep-

tual models, such a detailed model comparison is beyond the scope of the present paper.

Another aspect, also in comparison to standard RL models, is the generalizability of the

model to both real-world and machine learning settings. Here, models need to be scaled to

large state-spaces to represent real-world situations like positions on a chess board. In the RL

field, many approaches have been developed on how to deal with such a curse of dimensional-

ity, for example by using Monte Carlo sampling to explore the state-space step-by-step [80].

However, active inference models in general and the BCC in particular were originally devel-

oped as cognitive models based on state of the art psychology/cognitive neuroscience knowl-

edge about information processing in the brain. The resulting models are typically used to

model behavioral experiments, which often have an extremely limited state space of less than a

100 states. However, in recent years, more effort has been invested by the active inference com-

munity to bring models into a more general and scalable form as is common in the machine

learning community [22, 35, 81, 82].

Our present study offers a first step to remedy this problem: We introduced contexts and

the prior over policies in our model in part to reduce the complexity of the planning process.

Our hypothesis is that the brain uses contexts to confine the state space at any given point in

time to reduce the planning costs. The prior over policies further confines the search space, as

after learning, many policies would have a prior close to zero and would not have to be consid-

ered, reducing the planning costs further. The idea here is that combined with only evaluating

policies when they are sampled during planning, similar to Monte Carlo methods in RL [80],

the brain will not have to simulate many policies and states at all. In this paper we proposed

this potential mechanism for how the brain may resolve the curse of complexity, even though

the method is at this point not suited for general application in a machine learning context.

Future studies will have to implement more scalable solutions to active inference and the BCC

in particular.

Conclusion

In this paper we proposed a novel integrative computational model of reaction time and plan-

ning based on Bayesian sampling. Using this approach, we showed that we can qualitatively

replicate a range of different well-known behavioral effects using a single model. The model

components, the prior, context, and sampling-based planning, have been infrequently used in

the literature. Given our results, we hypothesize that the combination of these components are

a promising basis for future models of behavior, or may even map to more general cognitive

processes underlying planning and decision making.

Supporting information
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S3 Appendix. Flanker features. We show that the context and learning of the prior are funda-
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model to generate task switching effects.

(PDF)
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