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S1. Pseudo-code of the algorithms

Algorithm 1 ε-Greedy

1: procedure offline-learning(p0M(.))

2: M̂ ← “Build an initial model based on p0M(.)”
3: end procedure
4:

5: function search(x, h)
6: {Draw a random value in [0; 1]}
7: r ← U(0, 1)
8:

9: if r < ε then {Random case}
10: return “An action selected randomly”
11:

12: else {Greedy case}
13: π∗

M̂
←value-iteration(M̂)

14: return π∗
M̂

(x)
15: end if
16: end function
17:

18: procedure online-learning(x, u, y, r)
19: “Update model M̂ w.r.t. transition < x, u, y, r >”
20: end procedure
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Algorithm 2 Soft-max

1: procedure offline-learning(p0M(.))

2: M̂ ← “Build an initial model based on p0M(.)”
3: end procedure
4:

5: function search(x, h)
6: {Draw a random value in [0; 1]}
7: r ← U(0, 1)
8:

9: {Select an action randomly, with a probability proportional to Q∗
M̂

(x, u)}
10: Q∗

M̂
← “Compute the optimal Q-function of M̂”

11: for 1 ≤ i ≤ |U | do
12: if r <

∑
j≤i

exp(Q∗M̂ (x,u(j))/τ)∑
u′ exp(Q∗

M̂
(x,u′)/τ)

then

13: return u(i)

14: end if
15: end for
16: end function
17:

18: procedure online-learning(x, u, y, r)
19: “Update model M̂ w.r.t. transition < x, u, y, r >”
20: end procedure
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Algorithm 3 OPPS-DS

1: procedure offline-learning(p0M(.))
2: {Initialise the k arms of UCB1}
3: for 1 ≤ i ≤ k do
4: M ∼ p0M(.)
5: RπiM ← “Simulate strategy πi on MDP M over a single trajectory”
6: µ(i)← RπiM
7: θ(i)← 1
8: end for
9:

10: {Run UCB1 with a budget of β}
11: for k + 1 ≤ b ≤ β do

12: a← arg maxa′ µ(a′) +
√

2 log(b)
θ(a′)

13: M ∼ p0M(.)
14: RπaM ← “Simulate strategy πa on MDP M over a single trajectory”

15: µ(a)← θ(a)µ(a)+RπaM
θ(a)+1

16: θ(a)← θ(a) + 1
17: end for
18:

19: {Select the E/E strategy associated to the most drawn arm}
20: a∗ ← arg maxa′ θ(a

′)
21: πOPPS ← πa∗

22: end procedure
23:

24: function search(x, h)
25: return u ∼ πOPPS(x, h)
26: end function
27:

28: procedure online-learning(x, u, y, r)
29: “Update strategy πOPPS w.r.t. transition < x, u, y, r >”
30: end procedure

PLOS 3/??



Algorithm 4 BAMCP (1/2)

1: function search(x, h)
2: {Develop a MCTS and compute Q(., .)}
3: for 1 ≤ k ≤ K do
4: M ∼ phM
5: Simulate(〈x, h〉,M, 0)
6: end for
7:

8: {Return the best action w.r.t. Q(., .)}
9: return arg maxuQ(〈x, h〉, u)

10: end function
11:

12: function simulate(〈x, h〉,M, d)
13: if N(〈x, h〉) = 0 then {New node reached}
14: “Initialise N(〈x, h〉, u), Q(〈x, h〉, u)”
15: u ∼ π0(〈x, h〉)
16: “Sample x′, r from model M”
17:

18: {Estimate the score of this node by using the rollout policy}
19: R← r + γ Rollout(〈x′, hux′〉, P, d)
20:

21: “Update N(〈x, h〉), N(〈x, h〉, u), Q(〈x, h〉, u)”
22: return R
23: end if
24:

25: {Select the next branch to explore}
26: u← arg maxu′ Q(〈x, h〉, u) + c

√
( log(N(〈x,h〉))
N(〈x,h〉,u′) )

27: “Sample x′, r from model M”
28:

29: {Follow the branch and evaluate it}
30: R← r + γ Simulate(〈x′, hux′〉,M, d+ 1)
31:

32: “Update N(〈x, h〉), N(〈x, h〉, u), Q(〈x, h〉, u)”
33: return R
34: end function
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Algorithm 5 BAMCP (2/2)

1: procedure rollout(〈x, h〉,M, d)
2: if γdRmax < ε then {Truncate the trajectory if precision ε has been

reached}
3: return 0
4: end if
5:

6: {Use the rollout policy to choose the action to perform}
7: u ∼ π0(x, h)
8:

9: {Simulate a single transition from M and continue the rollout process}
10: y ∼ PM
11: r ← ρM (x, u, y)
12: return r + γ rollout(〈y, huy〉,M, d+ 1)
13: end procedure
14:

15: procedure online-learning(x, u, y, r)
16: “Update the posterior w.r.t. transition < x, u, y, r >”
17: end procedure
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Algorithm 6 BFS3

1: function search(x, h)
2: {Update the current Q-function}
3: Mmean ← “Compute the mean MDP of ptM(.).”
4: for all u ∈ U do
5: for 1 ≤ i ≤ C do
6: {Draw y and r from the mean MDP of the posterior}
7: y ∼ PMmean

8: r ← ρM (x, u, y)
9:

10: {Update the Q-value in (x, u) by using FSSS algorithm}
11: Q(x, u)← Q(x, u) + 1

C

[
r + γ FSSS(y, d, t)

]
12: end for
13: end for
14:

15: {Return the action u with the maximal Q-value in x}
16: return arg maxuQ(x, u)
17: end function

Algorithm 7 FSSS (1/2)

1: function FSSS(x, d, t)
2: {Develop a MCTS and compute bounds on V (x)}
3: for 1 ≤ i ≤ t do
4: rollout(s, d, 0)
5: end for
6:

7: {Make an optimistic estimation of V (x)}
8: V̂ (x)← maxu Ud(x, u)
9: return V̂ (x)

10: end function
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Algorithm 8 FSSS (2/2)

1: procedure rollout(x, d, l)
2: if d = l then {Stop when reaching the maximal depth}
3: return
4: end if
5:

6: if ¬V isitedd(x) then {New node reached}
7: {Initialise this node}
8: for all u ∈ U do
9: “Initialise Nd(x, u, x

′),Rd(x, u)”
10: for 1 ≤ i ≤ C do
11: “Sample x′, r from M”
12: “Update Nd(x, u, x

′),Rd(x, u)”
13:

14: if ¬V isitedd(x′) then
15: Ud+1(x′), Ld+1(x′) = Vmax, Vmin
16: end if
17: end for
18: end for
19:

20: {Back-propagate this node’s information}
21: Bellman-backup(x, d)
22:

23: V isitedd(x)←true
24: end if
25:

26: {Select an action and simulate a transition optimistically}
27: u← arg maxu Ud(x, u)
28: x′ ← arg maxx′

(
Ud+1(x′)− Ld+1(x′)

)
Nd(x, u, x

′)
29:

30: {Continue the rollout process and back-propagate the result}
31: rollout(x′, d, l + 1)
32: Bellman-backup(x, d)
33: return
34: end procedure
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Algorithm 9 SBOSS (1/2)

1: function search(x, h)
2: {Compute the transition matrix of the mean MDP of the posterior}
3: Mmean ← “Compute the mean MDP of ptM(.).”
4: Pt ← PMmean

5:

6: {Update the policy to follow if necessary}
7: ∀(x, u) : ∆(x, u) =

∑
y∈X

|Pt(x,u,y)−PlastUpdate(x,u,y)|
σ(x,u,y)

8: if t = 1 or ∃(x′, u′) : ∆(x′, u′) > δ then
9: {Sample some transition vectors for each state-action pair}

10: S ← {}
11: for all (x, u) ∈ X × U do
12: {Compute the number of transition vectors to sample for (x, u)}
13: Kt(x, u)← maxy

⌈
σ2(x,u,y)

ε

⌉
14:

15: {Sample Kt(x, u) transition vectors from < x, u >, sampled from
the posterior}

16: for 1 ≤ k ≤ Kt(x, u) do
17: S ← S ∪ “A transition vector from < x, u >, sampled from

the posterior”
18: end for
19: end for
20:

21: M# ← “Build a new MDP by merging all transitions from S”
22: π∗M# ←value-iteration(M#)
23: πSBOSS ←fit-action-space(π∗M#)
24: PlastUpdate ← Pt
25: end if
26:

27: {Return the optimal action in x w.r.t. πSBOSS}
28: return u ∼ πSBOSS(x)
29: end function

Algorithm 10 SBOSS (2/2)

1: function fit-action-space(π∗M#)
2: for all x ∈ X do
3: π(x)← π∗M#(x) mod |U |
4: end for
5:

6: return π
7: end function
8:

9: procedure online-learning(x, u, y, r)
10: “Update the posterior w.r.t. transition < x, u, y, r >”
11: end procedure
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Algorithm 11 BEB

1: procedure search(x, h)
2: M ← “Compute the mean MDP of ptM(.).”
3:

4: {Add a bonus reward to all transitions}
5: for < x, u, y >∈ X × U × X do ρM (x, u, y)← ρM (x, u, y) + β

c
(t)
<x,u,y>

6: end for
7:

8: {Compute the optimal policy of the modified MDP}
9: π∗M ←value-iteration(M)

10:

11: {Return the optimal action in x w.r.t. π∗M}
12: return u ∼ π∗M (x)
13: end procedure
14:

15: procedure online-learning(x, u, y, r)
16: “Update the posterior w.r.t. transition < x, u, y, r >”
17: end procedure
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